Minds In Environments:
The Potential of an Ecological Approach to Cognition

Gerd Gigerenzer & Klaus Fiedler

Max Planck Institute for Human Development, Berlin,

and University of Heidelberg

Corresponding author:

Gerd Gigerenzer

Center for Adaptive Behavior and Cognition
Max Planck Institute for Human Development
Lentzeallee 94

14195 Berlin

Germany

phone ++49-30-82406-460
fax  ++49-30-82406-39%4
email gigerenzer@mpib-berlin.mpg.de



Abstract

Judgment and choice are often accounted for by purely cognitive or motivational factors,
explanatory strategies whose common denominator is that the explanation is located
inside the individual. However, minds evolve and live in environments, and
psychologists from Brunswik to Simon to Shepard have argued that an understanding of
behavior calls for the study of the structure of both the environment and the person. We
provide a framework for an ecological analysis of judgment and choice in terms of the
three moments of statistical distributions of information in environments. We argue that
an analysis of environmental structure solely in terms of the first moment (mean), which
is a widespread practice, should be extended to include the second (variability) and third
moment (skewness) of distributions. For phenomena in various sub-disciplines of
psychology, we show that this extended ecological analysis can provide precise
predictions of behavior, and can partially or fully account for the phenomena discussed.
In these situations, an a priori ecological analysis can replace post-hoc cognitive or
motivational explanations, improving our understanding of how minds and

environments work in tandem.



In the study of personality, a century-long discussion has evolved around the
question of whether human behavior should be explained by stable personality traits, by
situational factors, or by some combination of both. Although many theories of trait
structures have been proposed (such as the Big Five), systematic research on
environmental structures and situational constraints of behavior has remained scarce
(see Forgas, 1982, for a notable exception). A moment’s reflection shows that this
lopsided concentration on first-order laws (personality traits) and the neglect of second-
order interactions with the environment cannot do justice to human behavior. For
instance, the way we treat others often varies little as a function of personality traits, but
it does change radically with the social distance to a person (stranger vs. familiar person,
child vs. adult), or as a function of the ecological setting (office vs. beach; see Mischel
& Shoda, 1995).

In this article, we are concerned with cognition rather than personality, but the
basic message is the same. We argue that cognitive processes and their adaptive
function can hardly be understood when we look exclusively inside the mind, relative to
rules of global rationality or irrationality. Rather, it is essential to analyze the adaptive
match between cognitive and ecological factors. Ecological structures have shaped
cognitive evolution in the past and impose constraints on cognitive functions in the
present. At the same time, these structures can enable cognitive functioning to make
quick and smart inferences, for instance, when perceptual mechanisms use long-term
stable facts about the world in which we have evolved, such as that it is spatially three-
dimensional and Euclidean (Barlow, 2001; Shepard, 1994).

The study of the mind as an entity embedded in its environment has led to several
research programs that differ in crucial respects. Some of these differences can be
captured by the various metaphors used for the relation between mind and environment,

such as mirrors, lenses, and scissors (Todd & Gigerenzer, 2001). Shepard (e.g., 1987,

1994) speaks of the evolutionary internalization of universal regularities in the world,
and argues that the principles that have been most deeply internalized reflect quite
abstract features of the world, based on geometry, probability, and group theory, as well

as on physical facts about objects. In Shepard’s view, psychological principles of



invariant color, simplest motion, and other perceptual phenomena “mirror” the stable
structure of the world in which humans evolved. A related position has been taken by
evolutionary approaches to cognition, which extend the analysis to differences between
past and present environments (e.g., Cosmides & Tooby, 1992; Pinker, 1997). The
second metaphor is that of a “lens,” as postulated by Brunswik (e.g., 1955). It
emphasizes uncertainty in information using the analogy of cognition as statistical
inference. Different from the mirror, the lens is the interface between mind and
environment; it is responsible for vicarious functioning, that is, for processing uncertain
cues in order to estimate features of the world. A lens concentrates beams of light, and
thus the emphasis has turned to the study of cue integration in neo-Brunswikian
research (Hammond & Stuart, 2001). Herbert A. Simon (e.g., 1955, 1956) approached
the relation between mind and environment by analogy of another tool, a pair of scissors.
The mind is one blade, and the structure of the environment is the other. To understand
the (bounded) rationality of human behavior, one has to look at both, at how they fit.
Studying only one blade, cognition, may not provide us an understanding of how the
scissors work, because one blade alone does not cut. In the scissors metaphor, cognition
makes use of or exploits structures of environments, and does not just mirror them.
There are other ecological approaches, most prominently Gibson's (e.g., 1979) work on
the invariant structures of the ambient light, which, in contrast to the metaphors of
mirrors, lenses, and scissors, treats the mind as a black box.

This article does not aim at favoring one of these ecological approaches. Rather, it
takes up the common thread in all of them, which is that the mind needs to be
understood as embedded in its environment. The work of most ecologically minded
psychologists, such as Barlow, Gibson, and Shepard, has focused on perception. We
will address so-called higher-order cognition. Attempts towards an ecologically oriented
cognitive science have been made before, for instance by Neisser (e.g., 1982, 1985) on
ecological studies of memory. Unlike this approach, we are not primarily concerned
with the generalizability (often referred to as “external validity”) of laboratory research
to natural settings or the study of cognition in natural settings, but rather with
understanding behavior—in laboratory settings or elsewhere—by analyzing the
structure of environments. In other words, the focus of this paper is not the external

validity of empirical phenomena, but their possible ecological explanations. Our aim is



to show that ecological structures alone can be sufficient conditions for phenomena for
which cognitive and, sometimes, motivational and emotional causes have been
proposed and widely accepted on plausibility grounds. The study of ecological
structures includes the social, physical, and symbolic environment in which people live,
the specific task environment of an experiment, or the difference between the two (see
Anderson & Schooler, 1991; Hammond & Wascoe, 1980; McKenzie, 1994; Payne,
Bettman, & Johnson, 1993; Oaksford & Chater, 1994; Todd, 2001).

This article provides a review, but one that is different from common reviews.
The focus is not on a particular phenomenon or content area, but on a theoretical issue
that affects various areas, thereby linking apparently unrelated topics in psychology.
This article can be read on two levels, as an ecological perspective for cognition, and as
a critique of the research paradigm cognition-without-environment, which may
repeatedly have misled us to ask the wrong questions. We include cases where an
ecological analysis makes it evident that previous, purely cognitive explanations are
unsupported, as well as those where an ecological analysis provides an interesting
alternative explanation, that is, a sufficient condition for a phenomenon, but does not,

by itself, necessarily rule out purely cognitive accounts.

First, Second, and Third Moments of Statistical Distributions:
An Illustration

A key question is how to conceptualize structures of environments with respect to
higher-order cognition. We propose a terminology in terms of the first three moments of
statistical distributions of variables, with no claim for an exhaustive treatment. The
information in a distribution—a simple frequency distribution or a sampling
distribution—can be represented by three statistical moments (Figure 1): the mean or
central tendency (first moment), the variance or uncertainty (second moment), and the
skewness (third moment). Our working hypothesis is that the second and third moments
have sometimes been left unanalyzed by cognitive theories—a blind spot, which tends
to create theories that have difficulties understanding the ecological rationality of

judgment and choice.
[Figure 1]



Let us illustrate the three moments of statistical structures with a classical study of
risk perception (Lichtenstein, Slovic, Fischhoff, Layman, & Combs, 1978; Slovic,
Fischhoff, & Lichtenstein, 1982). In one experiment, college students were asked to
estimate the frequency of 41 causes of death in the US, such as botulism, tornado, and
stroke. Figure 2 shows the result, plotting the average estimated frequencies against
actual frequencies from public health statistics. The main conclusion was that the
judgments were highly consistent but overall accuracy was quite poor, revealing two
systematic biases in people’s minds. The “primary bias™ was the tendency to
overestimate rare causes of death and underestimate common causes of death. For
instance, the mean estimate for botulism was higher and that for heart disease lower
than the actual number. The “secondary bias” consisted of a tendency to over- or
underestimate specific causes relative to the best-fitting quadratic curve (see Figure 2).
Lichtenstein et al. (1978) concluded that “improved public education is needed before
we can expect the citizenry to make reasonable public-policy decisions about societal
risks” (p. 577). The biases became widely cited in the debate over the public’s
competence to participate in decision making with respect to nuclear power and other
modern technologies.

[Figure 2]

The two biases have been attributed to various cognitive and motivational causes,
with hypotheses ranging from availability to affect to people’s pessimism (Shanteau,
1978). The availability heuristic was invoked to account for the primary bias: “The best-
fit curve is too flat, relative to the perfect-prediction identity line. That would occur if
respondents used the heuristic briefly (as the study required), allowing little opportunity
to appreciate fully the differences between very large and very small risks” (Fischhoff,
2002, p. 737). Availability was also invoked to account for the secondary bias:
“Overestimated causes were dramatic and sensational, whereas underestimated causes
tended to be unspectacular events, which claim one victim a time and are common in
nonfatal form” (Slovic et al., 1982, p. 467). It was also suggested that the phenomenon
was due, at least in part, to affect rather than cognition: *“The highly publicized causes
appear to be more affectively charged, that is, more sensational, and this may account
for both their prominence in the media and their relatively overestimated frequencies”

(Slovic, Finucane, Peters, & MacGregor, 2002, p. 414). The overestimation of low



frequency events has also been discussed as evidence for people’s “genuine,
psychologically meaningful pessimism” (Armor & Taylor, 2002, p. 335), as opposed to
their “unrealistic optimism,” the latter suggested by the underestimation of high
frequency events.

We now show that the primary bias is a direct consequence of the second moment
of statistical distributions, and not sifnpl y due to some cause in the mind, as suggested.
We will then demonstrate that two apparently unrelated “subjective” factors are also a
direct consequence of the second and third moments of statistical distributions. These
factors are called “subjective” factors because they “shape lay definitions of risk”
(Fischhoff, 2002, p. 739), as opposed to the “objective™ risk, defined as the expected
mean frequency. The “unknown risk” factor refers to the attention people pay to the
uncertainty surrounding a technology’s risk, such as when one is unfamiliar with the
potential harms of a new technology. The “dread risk” factor refers to the catastrophic
potential of an event, that is, low-probability, high-consequence g¢vents (Slovic, 1987).
People see greater risks in events that claim many lives at one time, such as plane
crashes. An ecological analysis can provide a unified understanding of these three

phenomena (albeit not of the secondary bias).

Second Moment: Variance
The reported number of people killed by each of the 41 causes varies over time or

location, such as year or state, and also as a result of measurement error. To a greater

extent, the estimated frequencies vary between people: The three vertical bars in Figure
2 indicate that the estimates in the 25th to 75th percentiles varied by a factor of 10. This
variability is the conditional variance Var(Y|X = x) of the estimated number Y given an

actual number x of deaths. When the conditional variances are larger than zero, a

phenomenon occurs that is known as regression toward the mean. Mathematically, the
regression phenomenon can be derived in several different, essentially equivalent ways
(see Furby, 1973; Stigler, 1999). A common one is to assume two variables X and Y,
bivariately normally distributed, with zero means and common variance o?, and with
correlation p. Then the expectation of Y given X = x is

E(Y|X=x) = px, (1)

and the expectation of X given Y =y is



EX|Y=y) = py. (2)

If p is between —1 and +1, that is, if the correlation is imperfect, the result is a
regression toward the mean of zero. The relationship between the conditional variance
and p is:

Var(Y[X = x) = Var(X|Y=y) = (1-0") &". (3)

The last equation shows how regression towards the mean results from variance:
If the conditional variance Var(Y|X = x) is larger than zero, then p’is smaller than 1,
and regression towards the mean will result (Equations 1 and 2). If the conditional
variance is zero and all points lie on a line, then p*>= 1 and it follows that there will be
no regression towards the mean.

These three equations are sufficient to show that the “primary bias” is a direct
consequence of the variability in the environment, and that the data in Figure 2 provides
little evidence for a bias in the minds of people. The data shows non-zero conditional
variance (as illustrated by the three vertical error bars), which causes imperfect
correlations between actual and estimated frequencies of death. These correlations
ranged from .28 to .90 (median .66) when calculated for each participant individually,
and .89 when calculated between the actual and mean estimated frequencies
(Lichtenstein et al., 1978). Imperfect correlations cause in turn regression towards the
mean, that is, the mean estimated frequencies of death in Figure 2 regress to their
overall mean, This regression has been interpreted as the “primary bias,” but it can be
deduced from the existence of unsystematic (conditional) variance without any
systematic bias. Therefore, there is no need to attribute this observation to a cognitive or
motivational bias,

We also can demonstrate this argument empirically. From Equations (1) and (2) it
follows that if we estimate the actual frequencies from the subjective frequencies rather
than vice versa, then we should get the mirror result: a pattern that looks like the
opposite of the “primary bias,” as if people would underestimate low-frequency causes
and overestimate high-frequency causes. We do not have the original data of the
Lichtenstein et al. study, but there exists a replication study with the same 41 causes of
death (Hertwig, Pachur, & Kurzenhiuser, 2003). We asked the authors to reanalyze
their data and we report the results in Figure 3. In this replication, the correlations

between estimated and actual frequencies were imperfect, just as in the original study,



ranging from .12 to .99 (median .85) when calculated for each participant individually,
and .92 when calculated between the actual and mean estimated frequencies (geometric
means, as in Figures 2 and 3). As Figure 3a shows, the result of the replication was
quite similar to the original in Figure 2. Figure 3b shows both regressions. Let us first
consider the low-frequency causes on the left side of Figure 3b. When one predicts the
mean estimated number of death for lcach actual number—the U-shaped curve, as in
Figures 2 and 3a—one finds that the mean subjective estimates are higher than the
actual values: the “primary bias.” In contrast, when one looks at the mean actual
numbers for each estimated number—the second regression curve—one finds that the
subjective estimates are lower than the actual low-frequency causes: the opposite of the
“primary bias.” For instance, for subjective estimates of 10, the average actual
frequency is between 50 and 100. Participants now seem to underestimate low-
frequency causes. A similar inversion can be shown for the high-frequency causes. The
first regression line would seem to suggest the primary bias, the second that people
underestimate low-frequency causes and overestimate high-frequency causes, Both
phenomena cannot be true at the same time. Neither of the two conclusions is justified,
as are none of the speculations about possible explanations in the human mind that
disregard the ecological structure. To sum, the present analysis shows that the primary
effect is largely a consequence of conditional variance in the data.’
[Figure 3]

The primary bias recalls an observation by the British polymath Sir Francis

Galton, who discovered in the 1880s the phenomenon of reversion toward the mean,

later termed regression toward the mean. The sons of small fathers were on average

taller than their fathers, and the sons of tall fathers were on average smaller than their
fathers. However, when Galton plotted that data the other way round, it appeared that
the fathers of small sons were on average taller then their sons, and those of tall sons on

average smaller. The first pattern seems to suggest that the variability of the sons is

' A close inspection of Figure 3b shows that the variance of the estimated frequencies in the Hertwig et al.
(2003) study is smaller than that of the actual frequencies, unlike in the statistical model. This indicates
that regression accounts for most but not all of the “primary bias.” Stephen M, Stigler (personal
communication) suggested that the smaller variance of subjective estimates could indicate that the
participants were quite properly estimating the actual rates by a form of shrinkage estimation, which has a
firm Bayesian justification (Stigler, 1990).
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smaller than that of the fathers, the second that the variability of the fathers is smaller
than that of the sons. None of this can be concluded from the data.

The second moment can also account for the first of the two “subjective” factors,
the observation that people not only pay attention to the mean—which is often
identified as the “objective risk”—but also to the “uncertainty” or “ambiguity” of the
mean risk. Uncertainty corresponds rb variance around the mean. For instance, the
expected risks of new technologies tend to have wide confidence intervals, whereas
technologies involving years of empirical studies have smaller intervals or variability.
We must be careful not to denigrate people’s attention to variance as a subjective
“aversion to uncertainty” or argue that “ambiguity and vagueness about probabilities ...
are formally irrelevant in decision analysis™ (Lichtenstein, Gregory, Slovic, &
Wagenaar, 1990, as cited in Lopes, 1992, p. 64). The problem may not be simply in the
human mind, but with a narrow kind of decision theory that only pays attention to the
first moment. For instance, in portfolio theory and other parts of economics, risk
amounts to variance rather than the mean, such as the variability of the value of a stock
being defined as its risk (Lopes, 1992). In foraging theory, mean total food gain is too
crude a measure for fitness, whereas the variance of the total food gains as well as its
mean can together predict the behavior of animals (Real & Caraco, 1986). Variance,
like the mean, is a statistical property of the environment. Thus, being sensitive to
uncertainty need not be seen as a mere psychological factor that interferes with people’s

attention to the “objective” risk, defined by the expected mean,

Third Moment: Skewness

Let us now consider the second “subjective” factor, the dread risk dimension,
demonstrated, for example, in Slovic’s (1987) seminal work. The fear of catastrophic
events has been evaluated as having little to do with rational thinking and instead, for
instance, as representing a “visceral response” (Fischhoff, Watson, & Hope, 1984, p.
129). Again, an ecological analysis provides an alternative view on this matter.
Catastrophe avoidance need not be seen as a socially expensive “subjective” whim, but
instead as attention to the third moment of the frequency distribution (Lopes, 1992). As
Figure 1 illustrates, the dread risk dimension corresponds to the skewness of the
distribution: If the distribution is strongly skewed to the left with a long thin tail to the
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right, then most of the time a potential cause will have no or few causalities. With a
small probability, however, it can cause the death of a very large number of people.
Skewness corresponds to dread risk, and the degree of skewness measures the degree of
dread.

Why should people attend to skewness? First, for insurers and reinsurers, for
example, the skewness of a distribution is as important as variance and mean, and
insurers work with a definition of a “catastrophic loss” as a loss of $100 million or
higher (Keykhah, 2002), For instance, the 15 years since 1987 have represented a
watershed in catastrophic losses, given 12 natural events causing losses over $1 billion
each, with a $19 billion loss owing to Hurricane Andrew in 1992 at the top of the list.
For events with the potential of catastrophic risks, insurers cannot only rely on the
expected mean, and hope that the law of large numbers will take care of the variability
of losses. Rather, catastrophic risk is typically so infrequent in a given area that there is
little reliable data, making the expected value difficult to compute in the first place.
Second, catastrophic natural events tend to spread damage and affect a majority of
properties insured in a region, which can make insurance companies insolvent.
Similarly, biologists argue that single deaths spread over time have little damaging
effect on a species or group of individuals, whereas catastrophic losses may lead to the
extinction of a species if the population falls below a critical mass (Tooby & Cosmides,
1992). Thus, highly skewed distributions can demand attention, and people’s attention
may be perfectly reasonable. In fact, skewness has been defined as an appropriate
measure of risk in a number of theories (Coombs & Lehner, 1981; Lopes, 1984, Luce,
1980; Markowitz, 1959).

To summarize: The ecological framework can provide a unified understanding of
the primary bias and of people’s attention to uncertainty and to dread risk. This, we
believe, allows to overcome the artificial separation of “objective” risks (mean) from
“subjective” risks (uncertainty and dread risk) and to integrate several phenomena into a
common framework.

The three moments of statistical distributions do not cover all efcological
structures, nor are they all that is needed to account for judgments of risk. For instance,
they cannot explain why people tend to judge a risk lower if they believe they are in
control (Langer, 1982), or why a dangerous state of affairs seems to be only perceived
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as a risk if a group of people is blamed for it (such as Jews being blamed for poisoning
the drinking water in medieval Europe; Douglas, 1992). What we are claiming is that
the three moments provide a baseline account that is already sufficient to explain many
phenomena without postulating additional intrapsychic influences. For cognitive and
motivational accounts to be substantial, that is, independent of ecological forces, it has
to be shown that they go beyond this‘ baseline. Thus, the ecological analysis is a remedy
against solely attributing behavior to an internal source, be it cognition, motivation, or
affect—an explanatory strategy that we psychologists have labeled the fundamental
attribution error (Ross, 1977).

In the following, we will show that the analysis of ecological structures can
provide an alternative description of behavior in various areas of psychology and a
reevaluation of normative evaluations. The key message is that judgment and behavior
are not good or bad, rational or irrational, per se, but can only be evaluated in relation to

an environment—just as all adaptation is, in principle, context-bound.
Second-Order Moments: Variance

We will demonstrate role of variance in understanding human behavior with
respect to a series of phenomena: miscalibration, the hard-easy effect, the contingency

illusion, and prejudices against minorities.
Miscalibration

Any environment has error variability and is basically regressive. This fact is important
to understanding the nature of human confidence judgments, yet has been overlooked
for many years. Confidence in one’s knowledge is typically studied using questions of

the following kind:

Which city has more inhabitants?
(a) Hyderabad, (b) Islamabad
How confident are you that your answer is correct?
50% 60% 70% 80% 90% 100%
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Experiment participants choose what they believe to be the correct answer and
then rate their confidence that the answer is correct. After many subjects answer many
questions, the experimenter counts how many answers in each of the confidence
categories were actually correct. The typical finding is that in all the cases where
subjects said, “I am 100% confident that my answer is correct,” the relative frequency
of correct answers was only about 86%; in all the cases where subjects said, “T am 90%
confident that my answer is correct,” the relative frequency of correct answers was only
about 75%, and so on. This systematic discrepancy between confidence judgments and
relative frequencies has been termed “miscalibration” or the “overconfidence bias” (e.g.,
Lichtenstein, Fischhoff, & Phillips, 1982). There are two different definitions of
overconfidence bias in the literature: One is miscalibration, as described above, and the
other is a positive difference between average confidence and average frequency of
correct answers. In this section, we focus on miscalibration; the second definition will
be dealt with later. Independent of which definition was used, the phenomenon came to
be interpreted as cognitive illusion.

The explanation of the phenomenon was sought in deficit cognitive processing,
such as a confirmation bias in memory search (Koriat, Lichtenstein, & Fischhoff, 1980).
That is, after an alternative is chosen, the mind searches for information that confirms
the choice, but not for information that could falsify it. This selective search artificially
increases confidence, so the proposed explanation went. Despite the plausibility of this
account, Koriat et al.’s clever experiments with disconfirming reasons showed only
small and nonsignificant effects, which could not be replicated by Fischhoff and
MacGregor (1982). Other cognitive accounts were that people are victims of insufficient
cognitive processing (Sniezek, Paese, & Switzer, 1990) or of their overreliance on the
strength rather than on the weight of evidence (Griffin & Tversky, 1992). Alternatively,
the explanation was sought in motivational deficits, such as self-serving motivational
biases (Taylor & Brown, 1988), or in fear of invalidity (Mayseless & Kruglanski, 1987).
In a social psychology textbook, the student is told: “Overconfidence is an accepted fact
of psychology. The issue is what produces it. Why does experience not lead us to a
more realistic self-appraisal?” (Meyers, 1993, p. 50). Various kinds of economic
disasters, from the large proportion of start-ups that quickly go out of business to the
exaggerated confidence of financial investors, have been attributed to this alleged
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cognitive illusion. As Griffin and Tversky (1992) emphasized, “The significance of
overconfidence to the conduct of human affairs can hardly be overstated” (p. 432).
Finally, in a Nobel laureate’s words, “[S]ome basic tendency toward overconfidence
appears to be a robust human character trait” (Shiller, 2000, p. 142).

More than a decade of attributing miscalibration (overconfidence bias) to
people’s cognitive deficits passed before it was finally pointed out that this phenomenon
is a direct reflection of error variance in a regressive environment (Budescu, Wallsten,
& Au, 1997; Erev, Wallsten, & Budescu, 1994; Juslin, Winman, & Olsson, 2000). This
result can be derived in the same way as with the “primary bias.” Let Y stand for the
average proportion correct and X for a confidence judgment level. Both can range from
0% to 100%. Confidence judgments tend to generate noisy data, that is, conditional
variance Var(Y|X = x) is larger than zero, which implies that the correlation p between
confidence and proportion correct is imperfect. Given that E(Y|X=x) = px, it follows
that an imperfect correlation implies that the mean proportion correct—the expected
values E(Y|X=x)—is smaller than the confidences for high proportions correct (over
50%). For instance, when one looks at all cases where people said that they were “100%
confident that the answer is correct,” the mean proportion of correct answers will be
lower, such as 80%, depending on p. This result can be deduced from the presence of
conditional variance in the absence of any bias in the data—just as sons of tall fathers
are likely to be smaller in height, and average judgments of high-frequency causes will
be smaller than the actual frequencies. This is a normal consequence of regression, not a
cognitive bias. In these environments any intelligent system, human or computer, will
produce patterns that appear to be miscalibration or overconfidence.

As for the primary bias, one can demonstrate this argument empirically. From
Equations (1) and (2) follows that if one now estimates the confidence judgments from
proportion correct (rather than vice versa), that is, E(X|Y=y) = py, then one should get
the mirror result: a pattern that looks as if there were underconfidence bias. That is,
when one looks at all items that the participants got 100% correct, one will find that the
average confidence was lower, such as 80%. This appears to be underconfidence. In
contrast, when one looks at all items in which participants were 100% confident, one
finds that the average proportion correct was lower, such as 80%. This appears to be
overconfidence. Erev et al. (1994) showed for three empirical data sets that regression
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to the mean accounted for practically all the effects that would otherwise have attributed
to overconfidence, or underconfidence, depending how one plotted that data. Dawes and
Mulford (1996, p. 210) reached the same conclusion for another empirical data set. In
general, one can determine whether there is under/overconfidence beyond regression by
plotting the data both ways. If the two resulting lines are symmetrical to the calibration
line, then the phenomenon can be lotﬁ]ly accounted for by regression; otherwise, there is
something else left to explain. This something else can reflect a genuine cognitive bias,
but it need not. It can reflect another environmental property, such as the sampling
process, as we shall see later.

And what about the second regression line—E(X|Y=y) = py—in the literature?
Has this pattern also been interpreted as a cognitive illusion? Erev et al. (1994) argued
that in research on conservatism, where one estimated the subjective probabilities as a
function of objective probabilities (the opposite of overconfidence research), the other
regression line was studied as the phenomenon and also interpreted as a cognitive error
labeled conservatism. Just as for miscalibration, the locus of the conservatism
phenomenon was never determined, although various cognitive explanations have been
tentatively proposed, including the miscalculation hypothesis that the mind
systematically miscalculates likelihood ratios but combines them properly with prior
probabilities, as prescribed by Bayes's rule (Peterson & Beach, 1967), as well as the
misaggregation hypothesis, that mental calculations of likelihoods are correct but that
likelihoods and priors are not properly combined (Edwards, 1968). The conservatism
phenomenon was slowly abandoned, whereas overconfidence in the sense of
miscalibration is still in the headlines of psychology textbooks. Both phenomena may,
in essence, be little more than two ways of looking at the same data, overlooking the
fact that uncertain environments breed regression to the mean.

The general point is: An analysis of the information environment reveals that the
phenomenon that has been labeled “miscalibration” or “overconfidence” is a necessary
consequence of two variables that are imperfectly correlated, resulting in a regression
towards the mean (see also Furby, 1973; Krueger & Mueller, in press; Nesselroade,
Baltes, & Stigler, 1980). In such an environment, any system—human or computer—
will exhibit regression, which has been confused with overconfidence. Milton Friedman

(1992) suspected that “the regression fallacy is the most common fallacy in the
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statistical analysis of economic data” (p. 2131). It would be a missed opportunity if the
overconfidence bias were be taken off the hit list of cognitive illusions in a few years
without much comment, as was the case with conservatism, preventing the next

generation of researchers from learning the ecological lesson.

The = Effect

It has always been noticed that overconfidence bias—more precisely, the pattern
that has been interpreted as overconfidence—is common but not universal. As Griffin
and Tversky (1992) put it: “Studies of calibration have found that with very easy items,
overconfidence is eliminated and underconfidence is often observed” (p. 412). This
phenomenon has been called the hard-easy effect: When judgment problems are hard,
subjective estimates tend to exhibit more overconfidence than when problems are easy
(Lichtenstein & Fischhoff, 1977). The hard-easy effect, also called “difficulty effect,”
was seen as a major and stable phenomenon of human judgment: “The two major
substantive and pervasive findings are overconfidence and the interaction between the
amount of overconfidence and difficulty of the task, the so-called hard-easy effect”
(Keren, 1997, p. 269). One proposed explanation of this stable phenomenon is that
“people’s confidence is determined by the balance of arguments for and against the
competing hypotheses, with insufficient regard for the weight of the evidence” (Griffin
and Tversky, 1992, p. 411). Several other cognitive explanations of this phenomenon
have been suggested (e.g., Baranski & Petrusic, 1994; Suantak, Bolger, & Ferrell, 1996;
see also Juslin, Olsson & Winman, 1998).

The hard-easy effect, however, is again a direct consequence of conditional
variance that produces regression towards the mean. In demonstrations of miscalibration
and of the hard-easy effect, proportion correct is used as the dependent variable Y and
confidence level X is the independent variable. A systematic difference between mean
Y and X is interpreted as miscalibration, and a positive difference between X and Y as
overconfidence bias. In the absence of any bias, regression to the mean implies that the
largest positive difference will be found for easy items, that is, when proportion correct
is high. Regression also implies that this difference will become smaller, and eventually

turn into a negative difference, when items become more and more difficult. In other
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words, regression towards the mean implies the pattern that has been interpreted as a
cognitive hard-easy effect (Juslin, 1993; Juslin et al., 2000).

The same pattern is independently implied by a scale end effect, which can be
deduced from another property of the task structure. Unlike judgments of the number of
people being killed by a given cause of death, confidence scales typically have a lower
and an upper limit. For instance, in ﬁ;e presence of error, the proportion correct for all
cases in which people said they were 100% confident must be lower than 100%, which
implies the same pattern as the one that has been interpreted as the hard-easy effect. In a
seminal study, Juslin et al. (2000) analyzed experimental data with some 40,000
confidence judgments and concluded that very few studies controlled for ecological
factors such as conditional variance and scale end effects (an exception is Klayman, Soll,
Gonzales-Vallejo, & Barlas, 1999). The authors concluded that the ecological factors
account for most of the observed pattern, and that “the residual hard-easy effect was
very modest” (Juslin et al., 2000, p. 393).

To summarize, in the absence of any cognitive bias, the existence of conditional
variance implies a pattern that has been interpreted as miscalibration and the hard-easy
effect. Most studies in this field have tried to find a cognitive or motivational
explanation for these phenomena rather than analyzing how they are implied from the
second moment of statistical distributions. However, the phenomena can be largely
accounted for by the degree of uncertainty—or conditional variability—in the

environment studied.

Optimism and Xenophobia

Conditional variance is one realization of uncertainty around a mean, the density
of information provided by an environment is a second. By “density” we refer to the
amount of relevant information supplied, such as the number N of observations that are
available for learning and estimating probabilities. The number of empirical
observations, or sample size, is a major determinant of the variance of the sampling
distribution of a mean and the reliability (p). The larger the sample size, the smaller the
variance of the sampling distribution, and the easier a person can detect whether a

sample differs from a given mean.



18

Consider, for example, the phenomenon that the fans of a leading football team
tend to overestimate the performance level or success rate of their own team, relative to
fans of opponent teams. Cognitive and social psychologists are normally quick to
interpret such a deviation as due to unwarranted optimism, wishful thinking, or biased
cognitive processing. However, given that most football fans favor leading teams that
actually perform well—and not those at the bottom of performance—the existing latent
assets will become more apparent as the number and density of exposure increases.
Having a large sample of observations about the favored team makes the fan’s sample
more reliable, providing denser opportunities to recognize and learn actually existing
assets than for a more distant observer with an impoverished and less reliable sample of
observations. At least part of the fan's illusion—fans of high-performing teams predict
that their team has greater success than other fans’ teams—may thus reflect the fact that
increased sample size decreases the variance of the sampling distribution, that is,
provides more reliable information.

Another example is xenophobia, or the inflated fear of foreign, exotic people.
Xenophobia certainly has several causes. We want to draw the attention to one that has
been rarely discussed. To a substantive degree, xenophobia may reflect the fact that the
normal benevolence and pro-social motivation of humans and other primates—as
defined, for instance, by the concept of reciprocal altruism—are not recognized as also
extending to foreign people, owing to impoverished observation samples. The same
prevalence of pro-social behavior, which characterizes social environments (Kanouse &
Hansen, 1972), is more readily recognized in familiar people from one’s own culture,
due to denser opportunities to learn trust and unlearn fear. As a consequence, density of
contact with members of foreign groups or cultures—that is, reduced ecological
distance—is significantly related to prejudice reduction (Pettigrew, 1986).

The important point to note here is that apparent biases like the football fan's
optimism or the xenophobic person’s pessimism may not exclusively originate in biased
cognitive processes. Any information-processing device (such as a computer algorithm)
that is sensitive to sample size may exhibit the same “bias” when fed with differentially

dense information.

Contingency Illusion
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Let us turn from anecdotal to experimental evidence, and from singular
probabilities to contingencies, which can be defined as contrasts or comparisons
between conditional probabilities. Contingencies quantify the degree to which an
outcome is more likely, given one condition rather than another, According to the
common A rule, the relative impact olf a cause (therapy) on an effect (healing) can be
described by the contingency p(healing | therapy) — p(healing | no therapy), that is, the
difference in likelihood of healing given therapy minus healing given no therapy. More
generally, in hypothesis tests, the degree of evidence in favor of a focal hypothesis can
be described by the contingency A = p(confirmation | focal hypothesis) — p(confirmation
| alternative hypothesis). A contingency assessment may be distorted or misleading
when the samples used to estimate the two probabilities differ in size and reliability.
Thus, the confirmation rate for two hypotheses, H, and H;, may be equally high, but one
researcher is mainly concerned with H, and is therefore exposed to larger samples of
information on H;, whereas another researcher is concerned with H; and is therefore
exposed to denser information about H,.

The impact on contingency assessment of the number of observations or sample
size, an eminently environmental variable, was investigated by Fiedler, Walther, and
Nickel (1999). Within an active information search paradigm, participants were asked to
test the hypothesis, related to a gender stereotype, that male aggression tends to be overt
whereas female aggression tends to be covert. Participants could check, in a computer
database, whether a variety of behaviors representing overt or covert aggression had
been observed in a male (Peter) and female (Heike) target person. The computer was
programmed to confirm all questions about overt and convert aggressions in Peter and
Heike at the same constant rate of 75%. However, participants typically asked more
questions that matched the hypotheses to be tested (male overt aggression/ female
covert aggression) than the alternative hypotheses (male covert/ female overt)—an
information search strategy called positive testing (Klayman & Ha, 1987). Thus, given
75% confirmation, a participant might ideally come up with the following stimulus

frequencies:

Confirmed  Disconfirmed
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Overt aggression in Peter: 12 (large sample)

Covert aggression in Peter: 6 (small sample)

Overt aggression in Heike: (small sample)

R S A

Covert aggression in Heike: 12 (large sample)

As a consequence of positive tésting (i.e., enhanced density of information about
the focal hypotheses), subsequent judgments tended to verify the focal hypotheses,
because of the rich evidence on Peter's overt and Heike's covert aggression. In contrast,
the impoverished samples on Peter's covert and Heike's overt aggression led to less
pronounced judgments. Participants conclusions are consistent with the result from a
binomial test, which would give a significant p-value (.038) for the larger sample and a
non-significant (.34) for the smaller.

In general, information search strategies that concentrate on particular hypotheses
(i.e., positive testing) create environments characterized by differential densities. Given
two equally valid hypotheses, H; and H;, but an environment that provides richer
information about H, than Hy, the validity of H, is more likely to be verified than the
validity of Hs. This is because increasing sample size, or number of observations,
increases reliability and thereby statistical significance. A whole variety of so-called
confirmation biases may thus reflect an attribute of the information ecology, namely,
the differential density of observations pertaining to different hypotheses, rather than a
cognitive processing bias within the individual's mind. This important determinant of
hypothesis testing goes unnoticed when environmental factors are ignored.

Empirical evidence from the above experiment corroborates the assumption that
the crucial factor driving the "auto-verification" of focal hypotheses is the density of
information input, rather than the participants’ biased expectancies or stereotypical
beliefs. When the task focus was reversed—testing the hypotheses that male aggression
is covert and female aggression is overt—resulting judgments became counter-
stereotypical (Fiedler et al., 1999). Likewise, when the task focus was on the stereotype
(male overt; female covert) but the information input was manipulated to simulate
negative testing (i.e., enhanced subsamples for male covert/ female overt), the
ecological factor (sample size) overrode the internal cognitive expectation (stereotype;

task focus) and the resulting judgments tended to disconfirm the stereotype and the task
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focus. Mediational analyses supported that the stimulus ecology (relative sample size)
was the major determinant of contingency judgments; judges’ cognitive expectancies
contributed little. A long tradition of prior research on self-fulfilling prophecies (Jussim,
1991; Kukla, 1993) and confirmation biases in hypothesis testing (Snyder, 1984) that
did not take the density of information into account never discovered this obvious role
played by a factor as simple and obvious as sample size.

One might argue that judges themselves, rather than the environment, are to blame
for the reported findings. If they refrained from positive testing and gathered an equal
number of observations about all hypotheses, the whole problem could be avoided.
However, this argument is inconsistent with an ecological analysis for at least two
reasons. First, information cost and information gain considerations show that positive
testing is often ecologically rational (McKenzie & Mikkelsen, 2000; Oaksford & Chater,
1994). Concentrating on positive instances is economical and informative, especially
when the predicted event is rare. Second, regardless of whether judges engage in
positive testing or not, the environment will produce unequal samples, simply because
hypothesis targets differ in distance, distribution, accessibility, and visibility. For
instance, symptoms of overt aggression may be intrinsically more visible and amenable

to observation than hard-to-perceive covert aggression.

Moral Judgments About Minorities

One particularly prominent phenomenon that reflects the genuine influence of an
environment with different information densities is the devaluation of minority groups
compared to majority groups exhibiting the same desirable behavior. It is an ecological
truism that minorities are smaller than majorities, and a recurrent property of social
environments is that the rate of positive, norm-conforming behaviors is higher than the
rate of negative, norm-violating behaviors (Fiedler, 1991; Parducci, 1968). When these
two ecological assumptions are built into the stimulus distribution presented in a social
psychological experiment, participants may be exposed to the following numbers of

positive and negative behavior descriptions of members from two different groups:

Group A (Majority): 18 positive  and 8 negative behaviors
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Group B (Minority): 9 positive and 4 negative behaviors

Note that the same ratio of positive to negative behaviors (18:8 = 9:4) holds for
both groups. Note also that the majority and minority group are assigned neutral labels,
A and B, to rule out any influence of prior knowledge. Nevertheless, although the
minority is uncontaminated with any preexisting stereotype or stigma, it systematically
receives less positive impression ratings than the majority (Hamilton & Gifford, 1976;
Hamilton & Sherman, 1989). Given these differential densities, and consistent with
participants’ judgments, a binomial test would find that there are significantly more
positive than negative behaviors in the majority group (p =.037) but not in the minority
group (.13). The same tendency to associate the minority with less positive behaviors is
evident in subjective frequency estimates of negative versus positive behaviors
observed in both groups and in cued-recall responses biased towards recalling too few
associations of positive behaviors with the minority group B.

However, this phenomenon of minority devaluation can be reconstructed under
experimental conditions that rule out any prior knowledge or prejudice, simply as a
consequence of differential density. Due to smaller sample size, the actually existing
prevalence of positive behavior is less likely to be overlooked in the majority than in the
minority. Previous theoretical accounts that have not considered sample size and
environmental constraints have explained this illusion in terms of an alleged memory
advantage of the absolutely rarest event class, that is, negative behaviors of the minority
(Hamilton & Gifford, 1976; Hamilton & Sherman, 1989). However, it is by now well-
established from numerous experiments (Fiedler, 1991) using signal detection analyses
(Fiedler, Russer, & Gramm, 1993), multinomial modeling (Klauer & Meiser, 2000), and
from computer simulations (Fiedler, 1996; Smith, 1991) that different sample sizes of
minorities and majorities is sufficient for inducing the different judgments. It is not
necessary to assume a memory bias, such as enhanced recall of negative behaviors in
minorities.

These phenomena—miscalibration, hard-easy effect, optimism, xenophobia,
contingency illusion, and moral judgments about minorities—seem to be quite unrelated
at the surface and are discussed in different subdisciplines of psychology. However, an

ecological analysis reveals that they have a common denominator, the degree of
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variability (i.e., the second moment of a distribution) such as conditional variance
causing regression towards the mean, or the variance of a sampling distribution that
reflects the density of information.

We now consider the third moment of statistical distributions in environments.

Third-Order Moments: Shape of Distributi ons

Most Drivers Are Better than Average

Garrison Keillor, whose humor has enchanted many radio listeners, used to end
his stories by referring to Lake Wobegon as a place where “all the women are strong, all
the men are good-looking, and all the children above average.” Humor need not be
realistic. However, when real people are asked how safe their driving is, the majority
respond that they are above average. As renowned researchers on risk perception
commented, “it is no more possible for most people to be safer than average than it is
for most to have above average intelligence” (Svenson, Fischhoff, & McGregor, 1985, p.
119), and “it is logically impossible for most people to be better than the average
person” (Taylor & Brown, 1988, p. 195). It seems to follow that something must be
wrong with drivers’ self-perception. The fact that most drivers say they are better than
average is a favorite story in undergraduate lectures, and attributed to the usual
cognitive suspects: people’s overconfidence, unrealistic optimism, or illusion of control.

Let us have a second look at this phenomenon. Could it be that most people have
above average intelligence? No, because the distribution of IQ points is, by definition,
symmetric, that is, the number of people above the mean is the same as the number
below the mean. Could it be possible that most people drive more safely than average?
Yes, because safety in driving is not symmetrically distributed around the mean (Lopes,
1992; Schwing & Kamerud, 1988).

To illustrate, take the number of accidents per person in a given number of years
as a measure of safe driving. For instance, in a study of 440 drivers in Germany, the
distribution of accidents was so skewed that 57% of the drivers had less accidents than
the average number of accidents (Echterhoff, 1987). In a study of 7,842 American
drivers, 80% of the drivers had less accidents than the average number (Finkelstein &

Levin, 2001, p. 144). Similarly, accidents are not symmetrically distributed over time,
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and when one looks at all hours in a week, one finds “that 85% of all travel is safer than
average” (Schwing & Kamerud, 1988, p. 133). Figure 4 illustrates a hypothetical
symmetrical distribution and a skewed one with the same medians for 100 drivers each.
If the number of accidents were symmetrically distributed across drivers, which it is not
in reality, it would look similar to the top panel of Figure 4. The mean and median
number of accidents would be iclemitl:al. The 50% of “safe” drivers are shaded. For a
symmetrical distribution, it would be true that 50% of the drivers, and not more, are
better than the mean.

However, according to the available staﬁsﬁcs, safety in driving is not
symmetrically distributed. This distribution is skewed. The bottom panel of Figure 4
shows a few quite unsafe drivers on the right side, and many safe drivers with zero or
one accident on the left side. The median is still 3 accidents, but the mean has shifted to
the right, because of the presence of bad drivers. The mean number of accidents is 4.5.
Now one can see that more than 50% of the drivers are better than the mean, that
precisely 63% have fewer accidents than the mean.

[Figure 4]

The argument is that a skewed distribution in itself implies the phenomenon that
most drivers are better than average. This is not to say that the skewness is the only
cause for the observed phenomenon; some drivers may exaggerate their abilities when
interviewed. The present analysis cannot account for cultural differences; for instance,
it does not explain why drivers in Ann Arbor, Michigan, assessed themselves as much
safer, both in absolute and relative terms, than did drivers in Valencia, Spain and in
Miinster, Germany (Sivak, Soler, & Trinkle, 1989). An analysis of the degree of
skewness in each culture, however, could provide a precise prediction of the expected
proportion of drivers above average and show what else needs to be explained beyond
the environmental factor.

Norms that apply to symmetrical distributions do not necessarily apply to
phenomena that are asymmetrically distributed. Consequently, normative theories that
are based on means, such as expected utility theory, can generate conflicts with human
intuition when the outcomes are asymmetrically distributed, that is, when means diverge
from the medians and other relevant measures of central tendency. The classical

example is the St. Petersburg paradox (Jorland, 1987), which results from a game whose
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outcome distribution is exponentially skewed and therefore the expected value becomes
infinite. Reasonable people, however, are not willing to pay high amounts to play the
game, which was called a paradox for the expected value theory. The paradox can be
resolved by focusing on the expected median rather than mean of the gamble (Lopes,
1981).

Inflated Correlations and Memory Limitations

Sampling distributions are often skewed, and so is the sampling distribution of the
correlation coefficient, p. When an environmental correlation p,y between two variables,
X and Y, is high, drawing repeated samples from the population will result in a
distribution of sample correlations ryy that is skewed in such a way that most sample
correlations are higher than p,y,. Any cognitive approach to correlation assessment that
ignores this basic property of the stimulus ecology will fail to recognize that apparent
illusory correlations may very often reflect a fully normal sampling phenomenon. As
vividly demonstrated by Kareev, Lieberman, and Lev (1997), correlations actually
observed in the empirical world are on average higher than the true pyy in the population
(provided 0 < pyy). A purely intrapsychic approach to cognition that ignores the
generation of stimuli by the environment has no way of recognizing this essential point.

Miller (1956) argued that the capacity of working memory is limited to about
seven (plus or minus two). This number has since figured prominently in information-
processing theories. Rarely, however, has the question been asked: Why do we have this
cognitive limitation? There is no reason why humans could not have evolved a much
larger capacity, a possibility that is concretely illustrated by a few brilliant memory
artists and in the results of the testing-to-the-limits paradigm (Staudinger &
Lindenberger, 2003). Is there an adaptive function of the seven-plus-minus-two limit?
The asymmetric distribution of environmental correlations, discussed above, can
provide a potential answer. The degree of skewness of the sampling distribution is a
function not only of p but also of the sample size N. Across a wide range of N, the skew
increases with decreasing sample size N. As Kareev (2000) has shown, the proportion
of samples that overstate the correlation in the population reaches a maximum at 7 * 2,

which corresponds to the capacity of human short-term memory.



